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Big Data, Big Science, Big Collaboration: 
Delivering Connected R&D for Better Value

T oday, we are more con-
nected than ever. We live in 
an ‘always-on’ world whose 
digital economy has made 

data a new form of resource that fun-
damentally changes our lives. But has 
this revolution really occurred across 
R&D domains? At a time when global 
R&D investment is over $1.5 trillion 
and is more externalized than ever, 
leading voices still bemoan a lack of 

open access to decision-making data 
and an innovation deficit syndrome. 
Getting globally connected is a prob-
lem telecommunications and search 
engines already have addressed. The 
solution that addresses the real issue is 
to enable the R&D community to con-
nect and to collaborate through data; 
to gain insight to challenging problems 
through improvements to underlying 
data quality, provenance and avail-

ability: in short — “Big Collaboration 
for Big Science using Big Data.” 

THE GLOBAL IMPORTANCE 
OF R&D TO THE ECONOMY

In 2012, global R&D spending 
grew by $50 billion to $1.5 trillion. 
On the surface, this is a rosy outlook, 
but it masks a much darker picture. 
At the same time as governments and 
R&D executives are talking up the 
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‘Innovation Economy’ and the next 
10 million U.S. jobs, entrepreneurs 
such as Peter Thiel, founder of PayP-
al, claim that “innovation in America 
is somewhere between dire straits and 
dead.” The life sciences sector offers 
a cautionary tale. Despite hundreds 
of billions of dollars spent on R&D, 
as of 2011, U.S. life expectancy 
rested at just 78.7 years, only four 

years more than it did in 1980. Is 
this enough extra ‘life’ for all the 
money? The spectacular advances in 
molecular biology, and the high-tech 
horizon of precision medicine have 
come nowhere close to matching the 
effects of basic innovation in provid-
ing improved sanitation.

Pierre Azoulay of MIT and 
Benjamin Jones of Northwestern 

University indicate that one factor in 
the progressive reduction in produc-
tivity of R&D may be the “burden 
of knowledge.” As new ideas and 
information accumulate, it takes ever 
longer for thinkers, such as scien-
tists and engineers, to catch up with 
the frontier of scientifi c or technical 
speciality. David Shaywitz, a com-
mentator on medical innovation also 
has called out poor decision-making 
as a major contributor to the stifl ing 
of new drug development. Given the 
readiness of technologies in com-
munication and data production, this 
self-awareness is embarrassing and 
must be overcome by action. 

R&D GENERATES DATA ASSETS
R&D is tasked with generating and 

using high-value data assets, and this 
has traditionally been thought of as a 
linear process, from idea to product. In 
fact, data, information and knowledge 
are created through complex iterative 
processes that span research, design, 
development, patent fi ling, manufac-
ture and post-market. It always has 
been a collaborative data ecosystem 
and, over recent years, it has become 
increasingly globalized, multiparty and 
multidisciplinary. This is true in many 
R&D sectors, such as pharma, food 
and beverage and fast-moving consum-

er goods (FMCG), whose similarities 
are well-described by Peter Boogaard. 

A THRIVING KNOWLEDGE 
ECOSYSTEM FUNCTIONS ON 
HIGH-QUALITY DATA

Metcalfe’s law states that the value 
of a telecommunications network 
is proportional to the square of the 
number of users of the system when 
they are connected with compatible, 
communicating devices. ‘Zuckerberg’s 
Law’ claims that every year, for the 
foreseeable future, the amount of in-
formation we share will double. This 
combination has profound meaning 
for how we use and further exploit 
the new global ‘grid’ community to 
increase R&D productivity. 

To understand why Metcalfe’s and 
Zuckerberg’s Laws apply to R&D, 
we must understand the data lifecycle 
and its usage from initial capture to 
impact on consumers. This has not 
changed in 20 years, but is now much 
more apparent with the explosion 
in the amount and variety of data 
drowning most R&D organizations. 
For example, the concept of a health 
sciences data ecosystem coupled with 
a way of generating data and ensur-
ing its use is becoming more and more 
distributed and collaborative in the 
pursuit of better disease treatment. 

Figure 1: The Big Data Ecosystem
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conditions are speci-
fi ed and the subjective 
observations and con-

clusions are associated 
with the data.

ESTABLISH DATA 
PROVENANCE
Contextualized data needs 

to be stored along with an ontology 
and its provenance: this is what enables 
it to be compared and used effectively; 
weighted against other competing data 
properly and quality controlled. Data 
provenance arises from being able to 
establish who generated the data, how 
they did it and a full audit trail of any 
modifi cation. The more complex the 
data, the more necessary the ‘key data 
attributes’ are and the more value it 
can derive. Unfortunately, often this 
vital context and provenance is lost, 
ignored or forgotten, dramatically 
reducing the data’s ability to be com-
pared or used. The trust in the data is 
reduced or lost entirely and, given the 
value of today’s data and IP assets, this 
is wholly unacceptable. 

CONCLUSIONS AND 
OBSERVATIONS: HIGH VALUE 
INFORMATION

Importantly, we must capture con-
clusions, along with the intelligence 

of the community as they interpret 
and challenge shared data. We need 
to harness effective social tools to en-
able this interaction and capture the 
observations and subjective informa-
tion to further add to the data asset 
value. Adapting what are now social 
norms, such as tagging, comment-
ing and easy ‘sharing’ into the R&D 
data landscape is becoming more 
prevalent. However, it requires the 
confi dence, trust and security within 
a peer group. 

DOMAIN APPLICATIONS ENABLE 
DOMAIN CURATION

This high-value information, in-
cluding the quality data and complete 
contextual information, then needs 
to be curated, i.e. aggregated, either 
with local business rules or domain, 
informed judgement. This was put 
well by Dr. James McGurk when 
he said at IDBS’ 2012 Translational 
Medicine Symposium in London: 
“The more diffi cult it is for others to 
understand your data, the more likely 
it will be used badly.” If generating 
this critical context adds signifi cant 
burden to the data generator, it will 
not get done routinely. It needs to be 
made easy to do. Applying process 
— without unnecessary constraints 
— is key, and marrying it to ‘the 

ergonomics’ of how people work 
will be the norm, not the exception. 
The tablet revolution, for example, 
has driven a change in how we think 
about capturing and consuming 
information.

Every domain within R&D has pro-
cesses. W. Edwards Deming, father of 
the ‘Plan-Do-Check Act’ said “If you 
can’t describe what you are doing as a 
process, you don’t know what you are 
doing.” Here is where domain-aware 
systems add value over simple docu-
ment stores or offi ce tools. 

These processes can be encapsu-
lated within domain applications or 
modules that provide consistency of 
data capture, analysis and ontology 
control, as well as automatically cap-
turing context. They also can ensure 
that granular security is applied and 
an audit trail is captured: these also 
add to the data’s provenance and 
trust. These modules can be used 
across regulated and non-regulated 
environments, disciplines and sectors. 

CROSS-DOMAIN DATA: 
AN INFORMATION COMMONS

Only if there are high context, 
connected stores can data be effec-
tively aggregated and assimilated to 
generate a high-quality information 
landscape. This is the foundation of 

CAPTURE WITH CONTEXT
As with any language, effective com-

munication relies upon context: the 
metadata that enables you to under-
stand whether one is comparing apples 
with apples or apples with oranges is 
critically important. Across all sectors, 
within every R&D process, data is gen-
erated in ways that has vital contextual 
information for the data consumer. 
This context could be as simple as 
temperature variation or as complex as 
a genome, but capturing instrument, 
sample preparation methods, analysis 
parameters or observational data with 
high context is essential to R&D. Even 
a ‘simple’ measurement is not meaning-
ful until the experimental and analysis 
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to learn from other sectors, such as 
the telecom industry, where effort and 
investment is focused on reducing the 
noise and the gaps, not simply accept-
ing them and fi ltering them out. 

If we enable such a foundation of 
underlying data sets, Metcalfe’s law 
will then apply. We will have created 
a high-value data-driven network of 
well-connected collaborators bringing 
together an unparalleled community 
of minds to make decisions using the 
highest quality, highest availability 
information. 

NO MORE EXCUSES
In today’s cloud-enabled world of 

extendable bandwidth, which — ac-
cording to Gilder’s Law — always 
outstrips computing power, the old 
limitations of scale no longer apply. 
Every day, adherents of Zuckerberg’s 
Law add at least 850 million pho-
tos and 8 million videos to the Web 
alone. Additionally, Gartner re-
cently reported on the availability of 
global R&D knowledge management 
systems that can support multidis-
cipline experimental collaboration. 
Where such enterprise class R&D 
data management systems (such as 
IDBS’ E-WorkBook) exist, there is 
no reason why high-quality data 
capture, contextualization, ontology 

and security should remain long-term 
strategies. They need to be put into 
place to enable Big Collaboration, 
not in a response to it.

COMPETITIVE RACE TO THE TOP 
FOR QUALITY DATA

As a cautionary point — getting to 
the vision of Big Science and Big 
Collaboration must not be a race to the 
lowest common denominator of data 
quality. It must be a race to the high-
est-context, highest-value distributed 
datasets to make data re-usable. Many 
believe that the approaches to enterprise 
analytics will be ubiquitous, meaning 
that competitive advantage will derive 
from two things; the quality of data the 
analytics has to work on and how good 
you are at fi lling in the data gaps. 

The foundation principals of 
context, provenance, curation and 
connectivity have enabled telecom 
communities to create networks with 
massive value. R&D communities 
should learn from this success and 
build the quality systems, datasets and 
collaboration tools that will enable 
their Big Data to deliver Big 
Collaboration for Big Science. 
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the big data ecosystem (Figure 1) that 
can be made available to relevant 
decision makers, enterprise analytics 
and the chosen community at large. 

Recognized Big Data systems, such 
as Hadoop, do have leading roles to 
play in the Big Collaboration story: 
grid-based analytics is now well 
established as ‘heavy-lifting gear’ in 
fi nancial to genomic analysis. But, it 
is inappropriate to think of an R&D 
world saved by big data storage and 
algorithms alone. The problem is big-
ger than that. Competitor advantage 
will come from those who fi rst fi nd, 
then fi ll the data gaps. 

John Reynders, Head of R&D 
Information at AstraZeneca, reminded 
the JP Morgan Big Data audience in 
January 2013, “The future is feder-
ated.” This refl ects the need to deliver 
connected R&D against a background 
of distributed data. Most sane CIOs 
recognize that creating ‘Death Star’ 
mega warehouses is both impractical 
and, when it involves highly regulated 
data such as patient records, poten-
tially unethical. This view validates the 
need to make high-value data assets 
interoperable, comparable and high-
quality. Lon Cardon, SVP at GSK, said 
at the same meeting, “we just need 
the right approach to noisy datasets.” 
However, there is great opportunity 
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